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It is very common for system designers to linearize flight dynamic models and store aerodynamic data in lookup tables. This process can, in general result in information loss and
decreased robustness in control applications. Inspired by the emergence of geometric deep
learning, this work proposes an alternate approach for storing aerodynamic data using deep
convolutional neural networks (DCNN). Not only do DCNNs approximate nonlinear aerodynamics with high accuracy, they also provide a means to quantify model parametric uncertainty
for auto-flight system design. The effectiveness of such approach is demonstrated for a fixed
wing aircraft on a flight training device.
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Angle of attack
Wing mean aerodynamic chord
Dynamic pressure
Sideslip angle
Elevator angle
Rudder angle
Flight path angle
Roll or bank angle
Heading angle
Body-frame aircraft acceleration along longitudinal, lateral and vertical axis
Wing span
Coefficient of drag, side-force and lift (wind-frame)
Moment coefficients of roll, pitch and yaw
Drag, Side force and Lift (all in wind-frame)
Mass moments of inertia
Roll moment, Pitch moment and Yaw moment
Aircraft mass
Roll rate, Pitch rate and Yaw rate
Wing reference area
Engine thrust
Airspeed
Body-frame force along longitudinal axis, lateral axis and vertical axis

II. Introduction
t is common knowledge that wing aircraft dynamics can be described using a mathematical model known as a
multi-input multi-output (MIMO) nonlinear state-space representation. Such a model is constructed using time-series
data that is available a priori and is intended to quantify the nature of observations of physical phenomena such as
flight. However, the process of gathering data to develop such a model [1] is prone to measurement error [2] [3], which
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may result in modelling uncertainty that is difficult to quantify. In [4], the authors highlight the enormous labour and
materials cost of developing aerodynamic coefficient databases for flight simulation and feedback control.
Because nonlinear systems analysis is complex and requires a depth of mathematical understanding [5], it is very
common for system designers to simplify flight dynamic models by making decoupling assumptions, reducing the order
of the system and/or linearizing dynamic models. For instance, the assumption that lateral and longitudinal dynamics
are decoupled is commonly used to simplify the aircraft equations of motion. The longitudinal dynamics may be further
simplified into long-period and short-period modes [6]. Similarly, lateral dynamics may be divided into dutch and spiral
modes [6]. Note that these assumptions can, in general result in information loss [7].
Inspired by the emergence of geometric deep learning, this work proposes an alternate approach for storing
aerodynamic data using Π-nets [8]. Not only do such deep convolutional neural networks (DCNNs) approximate
nonlinear aerodynamics to a high degree of accuracy (subject to measurement uncertainty), it also provides a means to
quantify model parametric uncertainty for auto-flight system design [4]. Π-nets have been chosen in this work because
of their expressive power [9] which has theoretical foundations in algebraic geometry.
In order to understand why these intelligent methods work and not just how they work, the authors of [7] suggest
supplementing mathematical explanations with physical interpretations when providing explainability [10]. To illustrate
this point, consider that the Wiener process characterizes the training of Π-nets for aerodynamic coefficient approximation
applications and that the Wiener process [11] is physically inspired by Brownian motion [12]. We extend the methods
of [13] for real-time aerodynamic coefficient estimation by using non-simplified nonlinear equations of motion and
applying parallel computing [14] for accelerating the computations associated with real-time Π-net training.
The remainder of the paper is organized as follows. In Section III, the nonlinear equations of motion (EOM) for a
fixed wing aircraft are presented. In Section IV, we present a software library called ACID (Aerodynamic Coefficient
Identification) that implements Π-nets specifically for aerodynamic coefficient estimation. The linear parameter-varying
(LPV) form of the aircraft EOM is then represented as quantum mechanical models [7] and an inference system [3] is
applied to real-time control and estimation tasks. Furthermore, the limitations of linearization, gain scheduling and
traditional aerodynamic databases are discussed. Simulation results illustrating the use of ACID on a flight simulator are
provided in Section V. It is shown that the fuzzy-quantum extension of ACID partly addresses flight envelope expansion
concerns raised in [15]. Concluding remarks illustrating the significance of this work are given in Section VI.

III. Problem Formulation
A. Nonlinear Models of Fixed Wing Aircraft
A state-space model for a fixed-wing aircraft dynamics derived from [6] and [16] is given below.
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B. Model Simplification Strategies
Classical control theory as applied to single-input single-output (SISO) systems is a well established in academic
and industrial literature [17]. This familiarity with PID and lead-lag compensators is a motivation for system design
practitioners to simplify complex nonlinear models as much as possible. Since the cruise phase of flight accounts
for a significant amount of fixed-wing aircraft mission time, the lateral and longitudinal equations of motion may be
decoupled by applying the assumption of steady level and coordinated flight [6].
When mission specifications require that the aircraft transition through different flight phases and perform various
maneuvers, system designers may observe that a single feedback control scheme that is designed a priori is insufficient
to cover the automated flight envelope. It is therefore essential to design multiple flight controllers that cover different
segments of the flight envelope, which are governed by an appropriate switching scheme (e.g., gain scheduling [5]). A
system designer that is only familiar with classical control theory may find nonlinear MIMO feedback controller design
to be very challenging, and so linearizing the nonlinear dynamic models and further reducing the order of decoupled
lateral and longitudinal dynamic models may seem like convenient design workarounds.
The limitations of the approaches described in this subsection are as follows:
1) Crisp variables are inherently incapable of providing complete information about measured phenomena [2].
2) Since linear models only describe a physical system about an equilibrium point, they may be insufficiently robust
to perturbations, parametric uncertainties and ignored nonlinearities in system dynamics [5].
3) The effects of decentralized fixed modes on controller design may be ignored in the decoupling and mode
partitioning assumptions made on linearized models [18].
4) Lookup tables are required to store aerodynamic data and feedback gains throughout the automated flight
envelope. Not only are the methods currently used to obtain these tables costly and labour intensive [4], the
operational envelope is constrained by the scope of a priori analysis.
5) The data storage requirements and accessibility constraints associated with aerodynamic lookup tables may
impact the auto-flight system operational performance. [19].
6) If state-estimation is required for feedback control, then sensor fusion techniques like the extended Kalman
filter (EKF) may be insufficiently robust to sensor noise. Although the unscented Kalman filter (UKF) is more
robust to sensor noise than the EKF, the computation time is much larger. The hashing-based neurofuzzy
network Kalman filter (HBNN-KF) introduced in [3] is a compromise between computation speed and accuracy.
Additional considerations may be given to measurement uncertainty with non-Gaussian unimodal or multimodal
distributions.
7) A priori feedback controller synthesis may be insufficient for mitigating real-time operational uncertainties [7] in
unknown environments.
C. Applicable Regulations and Safety Considerations
Within the scope of ACID, the following applicable regulations and advisory circulars are considered:
1) 14 CFR 25.1329
2) AC 25.1329-1C
3) 14 CFR 25.1301
4) 14 CFR 25.1309
5) CS 25.1319
6) 14 CFR 25.1329
Verification issues in adaptive systems for aviation are discussed extensively in [20]. As multi-core devices are
required to implement our methods due to the associated computational complexity, guidance from position paper
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CAST 32-A is considered. Since machine learning is utilized in this work, it is essential to address issues raised in [10].
Within the scope of this work, the following concerns in [10] are partly addressed.
1) Lack of predictability and explainability of the ML application behaviour.
2) Lack of guarantees of robustness and of no unintended function.
3) Difficulties in keeping a comprehensive description of intended function.
4) Issues of bias and variance in ML applications.
5) Complexity of architectures and algorithms.

IV. Main Results
A. Aerodynamic Coefficient Identification (ACID)
The equations for the six aerodynamic force and moment coefficients are given below for fixed-wing aircraft
𝐿 = 𝐶 𝐿 𝑞𝑆
¯

(10)

𝑆𝐹 = 𝐶𝑆𝐹 𝑞𝑆
¯
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𝐷 = 𝐶𝐷 𝑞𝑆
¯

(12)

𝑀 = 𝐶𝑚 𝑞𝑆
¯ 𝑐¯

(13)

𝐿 = 𝐶𝑙 𝑞𝑆𝑏
¯
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According to [16], the navigation state equations for an aircraft that is perturbed by wind is given below.
𝑥¤ = 𝑉 cos 𝜒 cos 𝛾 + 𝑊 𝑁

(16)

𝑦¤ = 𝑉 sin 𝜒 cos 𝛾 + 𝑊𝐸

(17)

𝑧¤ = −𝑉 sin 𝜒 + 𝑊𝐷

(18)

In this case, the formulas for effective angle-of-attack and sideslip are given below.


𝑉 sin 𝛼 cos 𝛽 − 𝑊𝐷
𝛼𝑒 = arctan
𝑉 cos 𝛼 cos 𝛽 − 𝑊 𝑁


𝑉 sin 𝛽 − 𝑊𝐸
𝛽𝑒 = arcsin
𝑉
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(19)

(20)

Assuming that the lateral and longitudinal equations of motion are decoupled, [21] provides a method to estimate
aerodynamic coefficients from batches of recorded flight data. The author of [13] resolves the associated numerical
instabilities and provides algorithms for real-time model approximation training.
In ACID, the aerodynamic force coefficients that form the training set are time series data derived from equations 1,
5 and 6, whereas the aerodynamic moment coefficients are derived from equations 7, 8 and 9.
A flight training device illustrated by the schematic in 1 is used for gathering flight data and testing the efficacy of
ACID. This extends the results in [13] (which use wind-tunnel and flight data) by
1) Implementing the aerodynamic coefficient function approximator as a DCNN [8] [9] with C++ and CUDA C
[14].
2) Applying parallel programming to reduce the time associated with calculating the aerodynamic coefficients.
3) Ignores the assumption of lateral and longitudinal decoupling while making no simplifying assumptions on the
nonlinear dynamic models.
4) Accounts for some random uncertainties in model parameters and by extension provides a means to account for
systemic uncertainties (i.e., ignorance) [2] in the dynamic models.
The function approximation property of Π-nets is theoretically described by the Stone-Weierstrass theorem. The
definitions of multivariate forms, monomials and power vectors are provided in [22]. As part of the learning assurance
process [10], the flight data that is used for training the Π-net in figure 1 must satisfy the null-contamination assumption
[11]. In this work, a flight simulator is used without inducing failure conditions, so the null-contamination assumption is
satisfied. Where real-world data is used, it may be difficult to verify the null-contamination assumption during real-time
processing. It is therefore recommended to use verified batch data for training first, before enabling online learning in a
real-world environment.
The width (which is equal to the number of explanatory variables that are a subset of the states and inputs) and the
depth (which is equal to the maximum degree of the monomials) are hyperparameters that are to be tuned. Note that for
ACID, a specific DCNN called a DPNN is implemented [9] [8]. The algorithm [13] that trains the DPNN in ACID to
produce estimates of the aerodynamic coefficients is described below:
Algorithm 1: ACID Training Algorithm
Assuming training data is available based on aerodynamic coefficients calculated from pre-processed flight data.
1) Generate monomials using the states and inputs as explanatory variables.
2) Generate regressor vectors of monomials.
3) Orthogonalize regressor vectors.
4) Determine orthogonalized regressor coefficients that minimize a convex objective function with(out) convex
constraints.
5) Minimize predicted squared error to find orthogonal regressor vectors that makes the model a good fit. [23]
6) Convert chosen orthogonalized regressor vectors from previous step into physical meaningful variables.
B. An LMI Extension of the Learning Process
In [21], Step 4 of Algorithm 1 is solved heuristically (i.e., without convex constraints). Through introspection,
constraints on the decision variables in Step 4 of Algorithm 1 may be derived through data, model and process
verification. If these constraints are convex in nature, then Step 4 of Algorithm 1 is a convex optimization problem
that may be solved with barrier or primal-dual methods [24]. If no constraints are specified, then this raises concerns
regarding the robustness and efficacy of the verification program. In the absence of standardized methods [10], it is left
to the system designer and certification authorities to agree on means of evaluating the operational performance.
Inspired by barrier methods for solving convex optimization problems with LMI constraints which have readily
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computable self -concordant barrier functions [25]) as described in [24], we propose the following algorithm
Algorithm 2: Step 4 Extension of ACID Training Algorithm
Initialize constraint set;
Determine feasibility with initial set of constraints using Phase 1 sum of infeasibility method [24];
if at least one constraint is not feasible then
Flag infeasible constraints and form a new constraint set;
end
if constraint set is EMPTY then
Apply heuristic in Phase 2;
else
Apply barrier methods in Phase 2;
end
Provide (sub)optimal value(s) of decision variables;
Report flagged constraints;
Note that the number of iterations required to solve a feasible convex optimization problem can be computed a
priori [24]. Convex optimization problems with LMI constraints are advantageous because solutions can be found
in polynomial time (i.e., the algorithms can be implemented on a deterministic Turing machine with hard real-time
requirements).
According to [14], the CUDA C programming structure is as follows:
Algorithm 3: CUDA C Programming Structure
1) Allocate GPU memories.
2) Copy data from CPU memory to GPU memory.
3) Invoke CUDA kernel to perform program-specific computations.
4) Copy data back from GPU memory to CPU memory
5) Destroy GPU memories.
In general, CUDA C code consists of sequential tasks and kernels launched from the host (which are implemented
on the device). Using the 𝛼 | 𝛽 | 𝛾 formulation [26], the scheduling of tasks on the host side can be treated as a parallel
related machine problem with precedence constraints and the objective of minimizing the total completion time (or total
tardiness).
Figure 5 is a top-level precedence constraint network that illustrates functional and data dependencies in ACID.
Figure 5 is evidence that despite the associated difficulties, it is possible to keep a clear and comprehensive description of
functionality [10] in a neural network. This is particularly true if system designers understand the principle of operation
and build an original code base, rather than copying and re-using open-source/existing code [27].
C. Quantum Representations of Nonlinear Systems
Consider the equations of motion in Section II in the form of the nonlinear system in (21), where 𝑦 is a vector
containing the output of sensor measurements.
.
𝑥 = 𝑓 (𝑥, 𝑢)
(21)
𝑦 = 𝑔(𝑥)
Assume that this system can be rewritten in the linear parameter varying (LPV) form below
.

𝑥 = 𝐴(𝑥)𝑥 + 𝐵(𝑥)𝑢
𝑦 = 𝐶 (𝑥)𝑥

(22)

where 𝐴(𝑥) ∈ R𝑛×𝑛 , 𝐵(𝑥) ∈ R𝑛×𝑚 , 𝐶 (𝑥) ∈ R𝑟 ×𝑛 , 𝑥 ∈ R𝑛 , 𝑢 ∈ R𝑚 and 𝑦 ∈ R𝑟 . Assume also 𝑥 𝑖,𝑚𝑖𝑛 ≤ 𝑥𝑖 ≤ 𝑥𝑖,𝑚𝑎𝑥 for
𝑖 ∈ N𝑛 .
.
According to [7], the variable 𝑥 represents variations in the evolution of an isolated physical system, derived by
taking the directional derivative of the Hamiltonian with respect to position and momentum variables (i.e., the kinematic
and dynamic equations of motion).
The variable 𝑦 in equation (22) is described by the author of [28] as a "crisp limit of fuzzy quantum mechanics".
It follows from [29] that a fuzzy system approximating equation (21) can be represented as quantum mechanics objects,
6

through a superposition of membership functions. In between fuzzification and defuzzification, the system in (22) with
𝜇 submodels having non-zero relative weight can be written, using the Ore-FIS [3], as follows

𝑥¤ =

𝜇
Õ

[ 𝐴(𝑣 𝑖 )𝑥 + 𝐵(𝑣 𝑖 )𝑢]ℎ(Ψ𝑖 ) + 𝑒 1 (𝑥)

(23a)

Í𝜇
𝑦 = 𝑖=1 𝐶 (𝑣 𝑖 )𝑥ℎ(Ψ𝑖 ) + 𝑒 2 (𝑥)
Í𝜇
𝑦 = 𝑖=1 b
𝑦 𝑖 ℎ(Ψ𝑖 ) + 𝑒 2 (𝑥)

(23b)

𝑖=1

where 1 ≤ 𝜇 ≤ 2 𝑝 , b
𝑦 𝑖 = 𝐶 (𝑣 𝑖 )𝑥 and 𝑝 is the number of premise variables [3].
−
−
−
−
Definition 1: According to [3], each submodel can be described by a 5-tuple Ψ𝑖 = (ℎ𝑖 (𝑥), →
𝑣 𝑖 , 𝐴(→
𝑣 𝑖 ), 𝐵(→
𝑣 𝑖 ), 𝐶 (→
𝑣 𝑖 )),
→
−
𝑝
where 𝑣 𝑖 ∈ R . In the above expression, Ψ𝑖 refers to the 𝑖-th rule, ℎ𝑖 (𝑥) is a scalar representing the relative weight of
−
−
rule 𝑖, →
𝑣 𝑖 is a column vector constructed such that each element is the vertex of the fuzzy sets of the 𝑖-th rule. Also, 𝐴(→
𝑣𝑖 )
→
−
is the matrix obtained by replacing the premise variable in 𝐴(𝑥) with the vertices of the 𝑖-th rule. Likewise, 𝐵( 𝑣 𝑖 ) and
−
𝐶 (→
𝑣 𝑖 )) are obtained by replacing the premise variables in 𝐵(𝑥) and 𝐶 (𝑥), respectively, with the vertices of the 𝑖-th rule.
Definition 2: The variables 𝑒 1 (𝑥) and 𝑒 2 (𝑥) represent the approximation errors, which can be made arbitrarily small by
increasing the number of fuzzy sets per premise variable [3].
The authors in [30] state that any arbitrary linear time-invariant system can be implemented as a quantum system,
provided additional quantum noises are permitted.
Í𝜇
Í𝜇
Remark 1: Note that any arbitrary error 𝑒(𝑥) is equal to 𝑖=1 𝑒(𝑥)ℎ(Ψ𝑖 ) because 𝑖=1 ℎ(Ψ𝑖 ) = 1. The fuzzified
nonlinear system can now be rewritten as
𝑥¤ =

Í𝜇

𝑖=1 [ 𝐴(𝑣 𝑖 )𝑥

+ 𝐵(𝑣 𝑖 )𝑢 + 𝑒 1 (𝑥)]ℎ(Ψ𝑖 )

Í𝜇
𝑦 = 𝑖=1 [𝐶 (𝑣 𝑖 )𝑥 + 𝑒 2 (𝑥)]ℎ(Ψ𝑖 )
Í𝜇
𝑦 = 𝑖=1 [b
𝑦 𝑖 + 𝑒 2 (𝑥)]ℎ(Ψ𝑖 )

(24)

Remark 2: Approximating a nonlinear system using the Ore-FIS, will result in approximation error, which is regarded
as information loss and is associated with an increase in entropy [31].
D. Multi-spectral Analysis and LU-encoding
Applications of multi-spectral sampling to (de)fuzzification of nonlinear systems are discussed in [7]. The concept
of sampling in N-dimensional mathematical spaces was originally described in [32] while reconstruction is described in
[33].
LU encoding [7] is a compact spatial representation of quantum submodels, that is based on the 𝐻 (𝑥) algorithm [3].
Example: Consider a fictitious nonlinear system with two premise variables. The LU encoding representation of the
quantum submodels of such a system are itemized below
• 𝐿∧𝐿
• 𝐿 ∧𝑈
• 𝑈∧𝐿
• 𝑈 ∧𝑈
Definition 3: The system in Example 1 is a 2-qubit system. In general, a LPV system with 𝑝 premise variables is called
a 𝑝-qubit system, where each premise variable is associated with a qubit.
Remark 3:The qubit of the 𝑖-th premise variable has values 𝐿 and 𝑈 simultaneously.
Remark 4: The crisp value of 𝐿 and 𝑈 lies in the range 𝑝 𝑖𝑚𝑖𝑛 ≤ 𝑝 𝑖 ≤ 𝑝 𝑖𝑚𝑎𝑥 , subject to measurement uncertainty [2].
The LU-encoding [7] representation of fuzzy submodels are qubit strings. Each qubit string has a relative weight,
with amplitudes varying between 0 and 1. The amplitude of each combination is calculated using possibility functions
[2] that are defined on the premise components of a sampled Banach space [33] [32] [7]. Such possibility functions
have an associated power spectral density [34]. The maximum number of 𝑝-qubit strings is 2 𝑝 . If the crisp value of a
premise variable is a member of exactly one membership function, then the qubit strings may be entangled, and the
actual number of unique 𝑝-qubit strings will be less than 2 𝑝 .
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E. Quantum Modelling of Aircraft Dynamics
Equations (10) to (15) can be approximated by ACID by leveraging proper training and learning assurance methods.
The output of ACID is present in Equations (1) to (9). If Equations (1) to (9) are represented in the form described by
equation (22), then the hashing-based neurofuzzy network (HBNN) [3] may be applied as an inference system. The
HBNN will approximate equations (1) to (9) to any desired degree of accuracy, subject to training data validity and
quantization errors due to state-space-time sampling and reconstruction [33] [32] on a compact Banach space.
F. Quantum Reinforcement Learning
Quantum reinforcement learning is a convex optimization formulation that can be applied to model predictive control
for systems in the form described by Equation (24). It is a computationally efficient extension of [35] by applying the
𝐻 (𝑥) algorithm [3] and LU-encoding [7]. Further computation efficiency may be obtained by using Laguerre functions
[36].
Consider the continuous time form of the objective function in linear quadratic regulator (LQR) design;
∫ 𝑡𝑓


𝐽=
(𝑦(𝑡) − 𝑦 𝑟 𝑒 𝑓 (𝑡))𝑇 𝑃(𝑦(𝑡) − 𝑦 𝑟 𝑒 𝑓 (𝑡)) + 𝑈 (𝑡)𝑇 𝑄𝑈 (𝑡)
(25)
𝑡0

where 𝑦 𝑟 𝑒 𝑓 (𝑡) is reference input, 𝑃 ∈ <𝑟 ×𝑟 and 𝑄 ∈ <𝑚×𝑚 are both symmetric matrices having only positive
diagonal elements. P maybe likened to a physical metric for scaling awareness and Q may be likened to a physical
metric for scaling workload. In the context of workload, fatigue is a typical consideration for human actors but not
for machines. Note that the P and Q metrics can be obtained through inverse-reinforcement learning. This subject is
beyond the scope of this paper but will feature in future work.
If the environment in which the plant (i.e., the aircraft) described by equation (24) is confidently known, then an a
priori control system design can be obtained by setting 𝑡 𝑓 = ∞. This can be solved heuristically if no constraints are
specified. If convex constraints exist, then offline controller synthesis is still possible [36].
Noting that 𝑈 (𝑡) = 𝑓 (𝑥, 𝑦 𝑟 𝑒 𝑓 , 𝑦ˆ ), lookup tables that are based on linearized models are typically used to store
information about 𝑈 (𝑡) (i.e., gain scheduling). Alternatively, the lookup tables approximating 𝑈 (𝑡) maybe replaced with
a DPNN, since 𝑈 (𝑡) exists on a compact Hausdorff space. Caution must be taken to ensure generality and robustness
[10]. This may be possible by cascading a DPNN (or any other XNN) with a Takagi-Sugeno fuzzy inference system
[37], which is more robust as it is capable of accommodating systemic uncertainty (i.e., ignorance according to the
author of [2]). In general, defining linearized partitions and appropriate switching mechanisms may be complex and
result in a loss of robustness [7].
If 𝑡 𝑓 is finite, then online controller synthesis is required. Note that for MPC, no prior knowledge of disturbances is
required [38]. The authors of [38] describe a method of choosing an appropriate 𝑡 𝑓 with closed loop stability in mind.
Possible limitations of linearization-based MPC include a loss of robustness due to model parametric uncertainties and
state estimation, which may result in erroneous decision making. Note that differentiation of noisy data is problematic
as it can result in a significant degradation of obtained information. Caution should be taken when using machine
vision for state-feedback in a safety-critical control application. Traditional sensing mechanisms that avoid the optical
spectrum may be preferable for a conservative system designer.
In order to increase information gain and improve robustness in state-estimation and online feedback controller
synthesis, computationally efficient methods that require multi-core systems have been proposed in [3] and [7]
respectively. In future work, these methods will be tested experimentally with proper consideration given to AI/ML
safety and regulatory guidance. Since real-time performance is essential to the safe performance of our systems, it
would be difficult to validate such in a simulated environment. Furthermore, training a neural network using a data
set of recorded actions in a simulated environment and applying such a neural network to decision making in a real
environment may result in multiple edge conditions. It is therefore important that efforts are made to implement online
controller synthesis algorithms on embedded platforms [39], accompanied by performance evaluation tools [10].
Note that he quantum reinforcement learning methods proposed herein do not require quantum hardware because
graphic processing units are sufficient. Recognizing that quantum reinforcement learning can be used for trajectory
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generation and tracking for plants in the form of Equation (24), the generic algorithm is presented below;
Algorithm 4: Quantum Reinforcement Learning Algorithm
Initialize discrete time implementation of objective function J [35];
Initialize state constraints;
Initialize input constraints;
Initialize output constraints;
Initialize robust-optimal performance constraints;
Determine controller synthesis feasibility with initial set of constraints using Phase 1 sum of infeasibility
method;
if at least one constraint is not feasible then
Flag infeasible constraints and form a new constraint set;
end
if constraint set is EMPTY then
Apply heuristic in Phase 2;
else
Apply barrier methods in Phase 2;
end
Provide (sub)optimal value(s) of decision variables;
Report flagged constraints;
The flagged constraints in Algorithm 2 and 4 may constitute a certificate which maybe used for verification and
validation of decisions.
Note that for safety reasons, the set of applicable constraints should be determined through introspection and should
not be left to the machine to determine.
G. Online System Identification and Control
Putting everything together, the schematic in 7 provides an overview of an aircraft model and identification system
(AMICS).
Each acronym is defined below;
• NIC - Navigation Inference and Control
• FDI - Failure Detection and Isolation
• ASP - Aircraft State Predictor
• ACID - Aerodynamic Configuration Identification
The table below briefly summarizes how algorithms are allocated to functional blocks;
Functional Block Algorithm Implemented
NIC
3&4
FDI
2,3&4
ACID
1,2&3
ASP
3
Table 1 Functional block and algorithm allocation

Note that the algorithms described in this work have been simplified for illustration purposes and are not exhaustive.
Whereas this work emphasized barrier methods for solving convex optimization problems, it is recognized that
primal-dual methods have a significant advantage for high-order dynamic systems. Exploring the merits and demerits of
each method is beyond the scope of this work.
Considering the issues of hidden technical depth [27] implies that, the development process must be systematic.
The merits of Certified procedural code generation tools and formal methods of software development [40] should be
leveraged as much as practical. Notwithstanding, the bulk of product development responsibility must be borne by the
expertly trained system engineers, not code writers.

9

Fig. 2

Pitch Coefficient Approximation

V. Simulation Results
In order to assess the efficacy of the proposed methods, several flight maneuvers are conducted in different flight
phases using a virtual Cessna 172 and time series data is collected at a sampling rate of 50Hz.
As shown in figure 1, data requests and exchanges occur online via UDP packets. Figures 2 and 3 illustrate the
approximation properties of the ACID with regards to the actual pitch moment and lift force coefficients respectively.
Figure 4 appears to indicate that the Yaw moment approximation performance is poor. In figures 2 to 4, the training data
set was gathered in the approach phase, where no lateral motions maneuvers were performed. Figure 4 illustrates a bias
in the learning process. Since ACID has no a priori knowledge of lateral motion in its training data set, it is therefore
incapable of accurately predicting what has not been learnt.
This is an example of systemic uncertainty in machine learning. To resolve this issue using fuzzy variables, the
Banach space representing the nonlinear flight dynamics model must be sampled in space by analyzing the flight
envelope with multi-spectral analysis. With reference to Remark 4, this approach makes it possible to distinguish
between the hyper-volume of state-space that has been explored and that which has not been explored.

VI. Conclusions
This work is significant because it presents feasible methods for developing computationally efficient automated
agents that can operate with increased robustness in uncertain environments. A significant effort has been made to
provide physical explainability by exploring the quantum nature of phenomena described by classical physics. Said
physical phenomena are subject to the Bekenstein bound [41] [42] and can be analyzed with a multi-spectral approach
[7]. We note that system identification, state estimation, trajectory generation and controller synthesis are tasks
that are inherently subject to random and systemic uncertainties [2], which induce entropy and information loss and
should therefore be subject to evidence-based design methods [2]. System designers must introspect, as a superficial
understanding of these methods will not provide the required process and functional assurance. According to the authors
of [43], the development of next generation power plants requires that the robust performance of control systems is
comparable with that of aircraft. Recognizing that there is a lack of robustness in state-of-the-art AI/ML embedded
aerospace applications [10], the aerospace industry can help combat climate change by undertaking the technical
challenges described in this work in a safe, ethical and socially responsible manner.
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Fig. 3

Lift Coefficient Approximation

Fig. 4

Yaw Coefficient Approximation
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Fig. 5

ACID Precedence Network
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Fig. 6

Fig. 7

ACID UML Diagram

AMICS Schematic
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